
Using a general rank-based statistics framework to evaluate language models

Pierre Alain, Olivier Boëffard
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Abstract
Language model suffers from the lack of a non ambiguous eval-
uation framework. Even if perplexity is a widely used criterion
in order to compare language models without any task assump-
tions, the main drawback is that perplexity supposes probability
distributions and hence cannot compare all kinds of models. We
suggest in this article to abandon perplexity and to extend the
Shannon’s entropy idea which is based on model prediction per-
formance using rank based statistics. Our methodology is able
to predict joint word sequences being independent of the task or
model assumptions. Predicting a k-word sequence given a N -
word vocabulary is a NP-hard computational task. So, we pro-
pose some acceptable and effective search heuristics for an A∗

algorithm. Experiments are carried out on the English language
with different kinds of language models. We show that long-
term prediction language models are not more effective than the
standard n-gram models.

1. Introduction
Language models are involved in numerous information pro-
cessing systems given that the data processed are word se-
quences. Domains such as speech processing, automatic trans-
lation, data mining or natural language interfaces may be con-
cerned by this methodology. Using more or less restrictive as-
sumptions, a language model describes the sequence of words
in a sentence.

From a methodological point of view, there are two ways
to test the effectiveness of a language model: either by evalu-
ating the model itself with no regard for any applicative con-
text or assuming that it is restricted to a task (as for example a
speech recognition system) and by the entire evaluation of the
latter which will define the effectiveness of the language model.
The most widely used criterion is crossed entropy, performed
over a test set. Actually, the less the entropy is, the better the
model is. However, in practice, is rather defined a perplexity
score which itself depends on the entropy value. The perplex-
ity criterion suffers a few drawbacks, being based upon proba-
bilistic assumptions is one of them (see section 2). Therefore,
experimental procedures require protocols promoting the eval-
uation of the entire task. This method is, according to us, as
contestable as the former. It is difficult indeed to distinguish, on
an entire performance, which is the part of the language model
from the rest of the system. Besides, transposing the results
acquired from different domains is quite uneasy.

In order to alleviate this drawback, we propose to adopt an
evaluation framework for language models, independent on the
task, and to abandon the perplexity criterion. We privilege a

framework based upon a statistic on the prediction ranks, which,
as an advantage, does not require assumptions on the models,
and so, can be performed on non-probabilistic models. Predic-
tion system is not a new way for the language models evalu-
ation; Shannon worked on a prediction framework in the be-
ginning of 1950 [1, 2] in order to evaluate the entropy of En-
glish letter sequences. His proposal is based on an experimental
method framing entropy estimated by a predictive game with n-
grams. More recently, Cover [3] proposed a prediction model
consisting in a gambling estimation to evaluate the language en-
tropy. Cover proves that this bet function, b(.), may show some
properties which permit to evaluate a sequence limit which is
the entropy. Bimbot et al. [4] did extend Cover’s experiences to
the prediction of words instead of letters. Whatever, Shannon,
Cover and Bimbot only showed interest in the prediction of a
single letter or a single word.

We propose in this article to extend Shannon’s game to a
prediction of several consecutive words so that long-term pre-
diction models can be evaluated (such as multigram models
which can predict many words in a row) as we previously sug-
gested in [5]. Shannon gives, in his 1951 article, a definition for
a distribution of guessing ranks. Cover defines a bet function
which allows independence from the assumptions of the model
nature.

Section 2 presents a summary of Shannon and Cover’s
works over rank distributions and entropy estimation. Section 3
describes our proposition for estimating the rank of prediction
for a l-words long sequence. In section 4, experimental lan-
guage models are provided and the experiments are described
in section 5 and discussed in section 6.

2. Shannon’s game
The Shannon’s game [2] consists in asking a person to predict a
letter from the knowledge of the previous letters. An estimation
of the English entropy will be given by a sequence of values F1,
F2, . . . , FN . Each Fi is an approximation of the entropy based
upon a (i − 1)-letters-long history and the subject is asked to
predict the following letter. The Fi sequence tends to approxi-
mate H , the entropy of English.

To evaluate Fi, Shannon used an ideal predictor which de-
fines a mapping function between X ×X∗, where X is the set
of symbols or alphabet and X∗ the set of all finite sequences of
elements from X , to the range [1 · · · 27]. Given an history (the
hN−1 sequence of N − 1 letters in the past), such a method-
ology provides a rank for each prediction (the 1st rank corre-
sponds to the most probable letter, the 2nd one to the next prob-
able,...). After several runs, Shannon defines a rank distribution
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as: qN
R =

P
hN−1

P (hN−1, j), where j is the Rth most prob-
able letter after hN−1. A rank R means that the subject had to
predict R− 1 letters before a correct guess.

Cover [3] proposed a different way about estimating the en-
tropy. He defines a bet function b(.|.) : X × X∗ → R as
b(.|.) ≥ 0 with the constraint

P
j b(j|hN−1) = 1. For each

letter or word to be predicted, a part of a capital is distributed,
thanks to the bet function, on the different symbols (it can be
a deterministic or probabilistic decision). Let SN+1 denote the
capital accumulated at run N , along with S0(φ) = 1 at N = 0,
we have SN+1(hN , j) = 27 × b(j|hN ) × SN (hN ). As pro-
posed in [4], we adapt the Shannon’s and Cover’s principles for
predicting words of a natural language. But the proposals of
Cover and Bimbot are still suffering the fact that they are based
upon estimation of the crossed entropy of the language model.

We intend to define a framework which allows a compar-
ison of language models with no regard for assumptions con-
cerning the nature of the model. We also need to define a frame-
work quite independent of the model size (degrees of freedom),
which is clearly not the case with the perplexity. In the fol-
lowing, we take interest in the prediction of several consecutive
words. We define a predictive or guessing window, of length
l, as the prediction of Wi Wi+1 · · ·Wi+l−1 knowing its history
h(Wi) = W1 W2 · · ·Wi−1. We have to find the rank of predic-
tion of the test sequence given by the evaluated language model.
The less the rank of prediction is, the better the language model
is. Determining a rank on a l-size window is a combinatorial
issue. We propose an exact solution based on a graph represen-
tation and using an efficient algorithm for searching the R best
paths in this graph.

3. Ranking prediction
A graph can help to determine a rank for the prediction of the
word test sequence. Taking notations from [6], G is a graph, s is
the starting node which links the known history to the beginning
of the prediction window. c(i, j) is the edge cost from node i
to node j, and c(P, i) is the cost from node s to node i along
the path P . We define c(P ) the cost from the node s to the goal
node along the path P .

3.1. Modelisation

Figure 1, part a) shows a graph that illustrates the path search
issue for predicting a three words window Wi Wi+1 Wi+2,
with a known history W1 W2 · · ·Wi−1. The prediction can
be performed word by word using costs b(Wi), b(Wi+1) or
b(Wi+2). One also can predict two words in a row by choosing
costs b(Wi, Wi+1) or b(Wi+1, Wi+2). And finally, a predic-
tion for the three words can be done in a single guess by using
the cost b(Wi, Wi+1, Wi+2). This graph is multivaluated, all
edges are multiedges corresponding to the histories that the lan-
guage model can use to make its prediction, figure 1 part b).
The edges in a multiedge are themselves multiedges. Indeed,
each edge in a second level multiedge corresponds to a word
(or a fragment see section 4) that a language model is able to
guess, figure 1 part c). The graph is directed since the predic-
tion is made in one direction, from the past to the future. The
multivaluation property makes the graph being non determinis-
tic. Not only one edge can be used to predict word Wi. We
could change this situation by creating some new nodes that de-
pend on the history and the predicted word. But, this new graph
would have an exponential number of nodes. Determinating the
rank R of a prediction window is similar to the search of the

best paths down to the one which corresponds to the test win-
dow. We define R as the rank of the test word sequence in the
predictive window.

3.2. Searching in a graph

We are interested here in finding the best guessing sequence
of words. This goal is equivalent to find the best path in the
graph. Widely used algorithms for decoding the best path in
a graph, such as the Dijkstra’s algorithm, cannot be used on
a multivaluated graph. To overcome this difficulty, we apply
an A∗ algorithm to find the best path in a multivaluated graph
(section 3.2.1). Then section 3.2.2 describes how we modify
this solution in order to compute the R best paths and why the
combinatorial complexity cannot be avoided as we do not know
by anticipation the value of the Rth best path in the graph. In
section 3.3, we propose an alternative which consists in an ef-
fective pruning function to dismiss paths with a rank worst than
the rank of the prediction window.

3.2.1. A∗ algorithm

The A∗ algorithm keeps for each node the set of the best previ-
ous nodes. In fact, all the sets are merged into two lists: OPEN
is the list of nodes not yet examined, and CLOSE is the set of
nodes already processed. The A∗ algorithm provides an exact
solution only if the pruning heuristic estimating the future of the
best path and applied at node n, h(n), is admissible (we do not
have to overestimate the overall cost). In order to evaluate the
cost from any source node to the goal node, an heuristic should
not over-estimate this cost. In this case, the algorithm is said
admissible. Let h∗(n) be the true cost from any node n to the
goal r, and h(n) an admissible heuristic at node n, we have
h(n) ≤ h∗(n)). The Dijkstra’s algorithm can be written as a
particular admissible A∗ algorithm, with a heuristic defined as
h(n) = 0. Moreover, computation time can be reduced, as the
A∗ algorithm does not need to explore every node to find the
best, or the R best paths. This property will be systematized
in section 3.3 by using a pruning function in order to avoid the
worst paths.

3.2.2. Searching the R best paths

The A∗ algorithm is running as follows: a heap is created with
an empty path which is represented by node s. Then an iteration
is repeated on: the minimal cost node (the final node of the
minimal cost path) in the heap is extracted, and all nodes which
can be reached from the node are added in the heap. A heuristic
is used to estimate the cost to the goal for all nodes in the heap.
As already discussed, we will choose 0 for this heuristic, we so
obtain an equivalence to Dijkstra’s algorithm implementation,
and the A∗ algorithm is able to run over a multivaluated graph.

Adding all the nodes having an edge connected to the node
of minimal cost extracted from the heap leads to an exponen-
tial growing of the heap. To counter that, we set up a pruning
method which lets only nodes having a cost under a threshold
to be added in the heap. The difficulty comes from the fact that
the rank R is unknown when starting the algorithm. If we deter-
mine only the k best paths, we must ensure that we have k ≤ R,
with R the rank of the predictive window.

3.3. Pruning with A∗

We noted that a multi-valuated graph can lead to several pos-
sible paths for one sequence of test words. For a predictive
window, the rank of the test word sequence Wi, · · · , Wi+l is
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a) MINIATURE

Wi−3

VERSION

Wi−2

OF

Wi−1

?

Wi

?

Wi+1

?

Wi+2

1 2 3 4

b(Wi|h(Wi)) b(Wi+1|h(Wi+1)) b(Wi+2|h(Wi+2))

b(Wi, Wi+1|h(Wi))

b(Wi+1, Wi+2|h(Wi+1))

b(Wi, Wi+1, Wi+2|h(Wi))

b)
1 2 1 2⇐⇒

b(Wi|h(Wi))

P (Wi)

P (Wi|Wi−1)

P (Wi|Wi−1, Wi−2)

P (Wi|Wi−1, Wi−n−1)

c)
1 2 1 2⇐⇒

P (Wi|h(Wi))

P (Wi = v1|h(Wi))

P (Wi = vl|h(Wi))

P (Wi = v|V ||h(Wi))

Figure 1: In a), A path in the graph determines guessing words for the window [Wi Wi+1 Wi+2]. Part b) presents multiple edges, a
multi-edge, connecting two nodes and depending on the history of the node 1. Part c) presents a multi-edge based on a word in the
vocabulary.

that of lowest cost path. We present, section 3.3.1, details on
the A∗ algorithm that we have implemented. Then two pruning
heuristics are proposed to limit the combinatorial search of the
R shortest paths, section 3.3.2.

3.3.1. Proposed algorithmic solution

The pruning process consists in rejecting some nodes from the
OPEN list. Nodes which belong to paths whose cost is greater
than the cost of the prediction window, must not be added in the
OPEN list. It means that any path followed by A∗ must be
pruned if and only if it cannot have a better rank than the rank of
the prediction window. The algorithm is described as follows:

Algorithm 1
1 Nsol ⇐ 0
2 Sol ⇐ ∅
3 OPEN ⇐ {0}
4 while (¬(OPEN = ∅ ∨ is sol(last(Sol))
5 ∨ Nsol = Nmax)) do begin
6 path ⇐ min(OPEN)
7 if (pathlength = l) begin
8 Sol ⇐ Sol ∪ {path}
9 Nsol ⇐ Nsol + 1

10 end else begin
11 forall (node ∈ next(path)) do begin
12 P ⇐ path ⊕ node
13 if (c(P , node) < PRUNE) begin
14 OPEN ⇐ heap ∪ {newPath}
15 end
16 end
17 end
18 end

19 if (is sol(last(Sol))) begin
20 The rank of the sequence is Nsol

21 end else begin
22 The sequence cannot be found

23 end

Nsol is the number of already found solutions, Sol is the set for
these solutions. PRUNE is the pruning function or threshold,
see section 3.3.2 for details. heap ⇐ {0} set up the heap with
node s (node 1 on figure 1). last(Sol) gives the last added so-
lution in Sol (if Sol is empty it gives false). is sol(.) returns
true if its argument is the test window (is sol(null) = false).
min(.) extracts and returns the final node of the minimal cost
path in the heap. next(.) gives all the nodes which can be
reached from the node given in argument. ⊕ is used to add a
node to a path.

The following section gives some propositions about the
pruning functions.

3.3.2. Pruning functions

Before comparing the two suggested pruning functions, the fol-
lowing proposition defines a search space for the allowed prun-
ing thresholds.

Proposition 1 Let c denote a constant pruning threshold
greater than the cost of the decoding path of the test words.
Then, pruned paths have a rank greater than the rank of the
predictive window.

Proof: Let P be a pruned path using the proposed pruning
constant c. Thus, the cost of path P is strictly greater than
c. According to the choice of c, path P has a cost strictly
greater than the decoding path of the window of prediction.
Consequently, the rank of P is strictly greater than the path of
the test words. ¤

We can choose as a first pruning threshold the cost of the
path which corresponds to the prediction of the test words
on a one word prediction basis. If the language model is
a probabilistic model, this pruning threshold corresponds
to the perplexity of the test words. Given a known history,
the language model evaluates the best cost for the first word
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[VERSION OF]/THE : 0.5084

[OF THE]/[HIGH YIELD] : 4.0781

THE/HIGH : 3.0897

HIGH/YIELD : 1.6937

MINIATURE VERSION OF THE HIGH YIELD

c1

c2

Figure 2: Pruning functions c1 and c2 for the prediction of se-
quence [THE HIGH Y IELD] using a 2/2-multigram with
500,000 fragments (see section 4). For this case, c2 is lower
than c1. The algorithm for calculating c1 does not consider
the path which can predict [HIGH Y IELD] in a single row,
whereas the Dijkstra’s algorithm can evaluate its cost. The
hatched area represents the search area where the cumulated
costs are above c2.

appearing in the test window. This first test word is then added
to the history before moving on the second word. This process
is repeated for the entire window. Let c1 denote the overall
cost calculated as detailed previously. It’s easy to prove that c1

satisfies proposition 1.
The second proposition consists in applying a Dijskstra’s

algorithm so that the cost of prediction integrates all the pos-
sible alternatives of the language model, and particularly joint
prediction of words. Let c2 denote the minimal cost given by
the Disjkstra’s algorithm. As c1, c2 is greater than the cost of
the predictive window. Consequently, the pruning function c2

also satisfies the proposition 1.

Proposition 2 c2 is a more effective pruning function than c1.

Proof: The path used when determining c1 is one of those
examined by the Dijkstra’s algorithm when determining c2.
We then directly have c2 ≤ c1, so c2, as a pruning function, is
more effective than c1. ¤

Corollary 1 With PRUNE = c2, the rank given by algorithm
1 is the rank of the prediction window.

Proof: Algorithm 1 can stop with assertion is empty(heap) =
true if the pruning function is defined too high, but as c2 is the
lowest one, it cannot be the case. The algorithm also can stop
with Nsol = Nmax, consequently we have to choose a value
for Nmax sufficiently high to avoid this case. With proposition
1, every pruned path has a worst cost than the best path. This
means that every predicted path has a lesser cost than the best
path which predicts the test words. Then the rank in Nsol is the
rank of the prediction sequence. ¤

Consequently we set the pruning threshold to c2 in algo-
rithm 1. Figure 2 shows how the cost of a path is growing for a
3-word window. The first curve represents the evolution of c1,
and the lowest one shows the evolution of c2. On this example,

one can note that c2 < c1; this difference can be explained by
the fact that the calculation for c1 does not take into account
that [HIGH Y IELD] can be predicted in a row. The hatched
area represents the pruning zone, and means that when a path
goes further the c2 constant line, it must be pruned, and will not
be added to the OPEN list. Now, we have to take care of the
relative complexity for determining the two pruning functions.
The first method only has to traverse the graph once in order to
provide a result (the complexity is then O(l)). The complexity
for the Dijkstra’s algorithm is O(l2). However, for small l,
along with a small number of experiments, differences between
c1 and c2 are not significant.

4. Language models
In this section, we review briefly the three langage models in-
volved in the experiments. All the language models which were
experimented use probability distributions, but some are not
probabilistic (in the way that the bet function b(.|.) is not a prob-
ability distribution).

4.1. standard n-gram

This first model is a standard probabilistic n-gram. The (n−1)
previous words help in predicting the current word Wi. Letting
h(Wi) to denote the known word history given word Wi, the
bet function is defined as follows:

b(Wi) = p(Wi|h(Wi))

= p(Wi|Wi−n+1, · · · , Wi−1)

If the (n − 1) word history is unseen during the training
stage, a probability value is handled using a back-off coeffi-
cient and a reduced word history. This back-off value makes it
possible to preserve a true probability density given the origi-
nal density with missing terms. Let k denote a reduced history
(0 ≤ k ≤ n−1), and bow defines a backoff weighting function
in order to maintain a probability distribution, we have:

p(Wi|Wi−n+k, · · · , Wi−1) =

bowWi−n+k,··· ,Wi−1 × p(Wi|Wi−n+k+1, · · · , Wi−1)

4.2. variable n-gram

The next undertaken model takes use of co-occurring word dis-
tributions to make a decision. This model is not probabilistic as
the values of the betting function do not sum to 1. The predic-
tion of one word Wi is calculated given the probability distri-
butions on different word histories using a max operator:

b(Wi|h(Wi)) =
maxk p(Wi|hk(Wi))P
Wj

maxk p(Wj |hk(Wi))

We do not integrate the unigram model in the previous
equation. Indeed, the probability distributions for unigrams
are evaluated on the basis of the number of word vocabulary
whereas other distributions are conditional distributions.

4.3. n/m-multigram

As for the variable n-gram, this last model relies on probabil-
ity distributions but is not a true probabilistic model. A n/m-
multigram can predict more than one word ahead. The basic
unit of prediction is a word fragment consisting of a joint se-
quence of words which length lies from 1 to m. The history
contains (n − 1) fragments corresponding to the m × (n − 1)
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previous words. With such a model, one can predict up to m
consecutive words in one bet. Without any probabilistic as-
sumption, we can show that the multigram model outperform
the [7, 8, 9] one (it means that every path seen by the lat-
ter will be covered by our). The algorithmic behavior of the
n/m-mutigram is very similar to the variable n-gram. Only
the vocabulary changes: in the former case, we use fragments
of words and in the latter case, only single words. The betting
function is given as:

b(Fi|h(Wi)) =
maxk p(Fi|hk(Wi))P
Fj

maxk p(Fj |hk(Wi))

where Fi denote [Wi, Wi+1, · · · , Wi+m],
[Wi, Wi+1, · · · , Wi+m−1], . . . , or [Wi]

5. Experiments
The experiments were carried out using texts from the year
1987 of the Wall Street Journal. The training corpus com-
prises 500,455 sentences, with a vocabulary of 94,198 words
and 11,260,184 occurrences. The selected vocabulary is com-
posed of the 30,000 most frequent words. For these 30,000
words, 11,118,995 occurrences are observed. The test corpus
is composed of 50,037 sentences, different from the training
corpus, comprising 38,564 different words and 1,127,831 oc-
currences.

The predicting test is conducted on 12,000 windows of 2
words. These windows are selected by a shift of 7 words starting
from the first word of the file. 7 is the maximum number of
words given a maximum length of history.

The standard and variable 3-gram models are generated
given the training corpus and the selected vocabulary. A cut-
ting threshold is fixed to 1. All the parameters retained in a
language model must thus appear at least twice. These 3-gram
models contain 1,646,823 parameters (except the backoff coef-
ficients).

2/2-multigram models are built starting from the same
30,000 words vocabulary augmented with a set of fragments.
We consider here fragments up to 2 words sequences. Changing
the number of fragments implies a modification of the number
of parameters of the language model. Given the training cor-
pus, the set of fragments varies from 125,000 (a language model
with 2,662,174 parameters) to the totality of the fragments ex-
isting in the training corpus and built on the word vocabulary
set (1,815,271 fragments and 5,069,602 parameters for the re-
sulting language model). Our experimental framework is more
general than the protocols suggested by [7, 9]. Indeed, we incor-
porate in the model all the possible fragments, as a consequence
we do not need to select the more effective subset of fragments
given a vocabulary. At the training stage, a cutoff value is set to
one [10] in order to keep only joint word sequences present at
least twice in the training corpus.

The fact that all the models are built on the same vocabu-
lary guarantees a fixed out-of-vocabulary rate. The experiments
were carried out with a 2-words predictive window. This cor-
responds to the minimal situation where a n/m-multigram can
be evaluated against a standard n-gram.

The maximum rank allowed in the A∗ algorithm is set to
7,000,000; beyond this rank, the window is declared not pre-
dicted by the language model. This maximum rank is deter-
mined according to the length of the predicting windows. We
could observe on preliminary experiments that the maximum
rank reaches the value 659,473 for the standard 3-gram, 659,370

. . .

6,853

580

667—

300—

100—
50—

5,000 50,000 100,000 610,000 640,300 690,000

Figure 3: The rank distribution obtained after the test using the
2/2-multigram model with 500,000 fragments. Two modes are
noticeable.

for the variable 3-gram, and 1,814,435 for the full multigram
model.

All the experiments require the calculation of an average
value of the prediction ranks. These average values are pre-
sented within 95% confidence intervals. These confidence in-
tervals are establish by re-sampling the empirical distributions
(Monte-Carlo methodology known as bootstrap).

6. Results and discussion
6.1. Distributions of ranks

Algorithm 1 determines a rank for a 2-word predictive window.
Thus it is necessary to apply this calculation to a great number
of windows in order to build a stable rank distribution.

The figure 3 is an example of a distribution obtained during
the test. All the distributions are of the same kind. Changes ap-
pear on the maximum rank reached and on the average values
estimated from the distributions. These two criteria will help us
in comparing the language models. One can note that experi-
mental distributions show two modes. The first mode is similar
to a power law, this mode was already observed by Shannon in
his experiments on English letters. We also notice the presence
of a second mode, this mode corresponds to windows predicted
with difficulty.

To give an example, the following sequences of words
reflect the nature of the second mode :
. . . RETAILERS BUSINESS HAS SOFTENED
UP — SAID STACY — RUCHLAMER. . .
. . . 115 6 MILLION NET LOSS AND — 183 4 — MILLION
LOSS. . .
A predictive window is denoted between the ’—’ symbols.
These windows have a very high cost (i.e. a very weak proba-
bility for our probabilistic models). With such a cost, the real
window is predicted within a batch of improbable windows.
On this mode, the prediction is generally done without taking
into account the history. In this case, the language model
classifies the word candidates according to their frequencies in
the language. Following this line of argument, it is normal to
find a very high rank and a deplorable guess.

6.2. Language model evaluation

In order to compare average statistics with their confidence in-
tervals, one can either take into account all the terms of the dis-
tribution, or restrict to an estimation of the average to the first
mode. If we consider all the values of an empirical rank distri-
bution, results show that langage models with a great number of
parameters are not favoured.
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model mean [ci ±5%]

standard 3-gram 9.18 [ 8.82 − 9.52]
variable 3-gram 10.08 [ 9.73 − 10.42]
2/2-multigram 1.8M 20.65 [19.69 − 21.53]
2/2-multigram 1M 13.69 [13.17 − 14.21]
2/2-multigram 500k 10.21 [ 9.82 − 10.56]
2/2-multigram 250k 9.84 [ 9.47 − 10.19]
2/2-multigram 125k 9.67 [ 9.30 − 10.03]

Table 1: Average ranks with a 95% confidence interval with
both modes (×104).

model mean [ci ±5%] % area
standard 3-gram 1.65 [1.58 − 1.72] 84.6%
variable 3-gram 1.79 [1.71 − 1.86] 83.1%
2/2-multigram 1.8M 1.71 [1.64 − 1.78] 83.2%
2/2-multigram 1M 1.71 [1.64 − 1.78] 83.3%
2/2-multigram 500k 1.70 [1.63 − 1.77] 83.3%
2/2-multigram 250k 1.72 [1.65 − 1.79] 83.3%
2/2-multigram 125k 1.95 [1.88 − 2.03] 84.6%

Table 2: Average ranks (×104) and 95% confidence interval
considering only the first mode of the empirical distributions
(ranks below 200,000). The last column shows the percentage
of windows under the first mode.

On the side of rank interpretation, one can wonder whether
a language model which predicts a window after 600 000 pro-
posals is really more powerful than a model which predicts this
same window after 1 800 000 other proposals. We think that
there is a threshold from which the prediction is always bad.
We make the assumption that the normal behavior of a language
model is rather well described by the first mode of its empirical
rank distribution.

Table 1 shows the average ranks obtained from each rank
distributions and integrating the two modes. We note that mod-
els using a great number of parameters obtain bad scores. This
performance is mainly due to the value of the maximum attained
by these models. Indeed, the 2/2-multigram with 1.8M param-
eters has a maximum rank at 1,814,435, the same model with
1,000,000 fragments has a maximum rank at 999,015. The three
others multigram models have a maximum rank near 670,000.
The maximum rank for the two 3-gram models (standard and
variable) is near 660,000. We have to emphasize that the vari-
able 3-gram, which had obtained the best perplexity score, is
now as good as a 2/2-multigram integrating 500,000 fragments.
Finally, the standard 3-gram model obtains the best average
rank of prediction.

Table 2 shows average ranks with their confidence inter-
vals considering only the first mode on the empirical distribu-
tions. During the process of average calculations, we only in-
tegrate ranks lower than 200,000. The last column of the table
shows the mass of this first mode compared to the entire distri-
bution. The 2/2-multigram models with more than one million
fragments is not any more penalized by the bad ranks coming
with hard-predictable test windows. We notice that the variable
3-gram model remains always a worst predictor, just like the
2/2-multigram with 125,000 fragments. The more the models
approach a 2-gram (a 2-gram is a 2/2-multigram without any
fragments), the more the capacity of prediction is bad. All the
other models give statistically non significant results. We can-
not distinguish them even if we must keep in mind that their
number of parameters fluctuate in an important way.

7. Conclusion
In this article, we presented an extension to Shannon’s original
game in order to evaluate language models. Taking into account
the combinatorial nature of the problem, we propose an admis-
sible A∗ algorithm to determine average ranks of prediction for
a joint sequence of words. This evaluation framework relies
on rank distributions, and does not require any assumptions on
the nature (probabilistic or not) of the language models we are
comparing. This kind of predictive evaluation allows a reliable
comparison of language models without any assumption about
the applicative task.

We implemented this protocol with various language mod-
els: a standard n-gram model, a variable n-gram model and a
multigram model. We showed that the number of parameters of
the evaluated models does not have an important influence on
the average ranks estimated from the first mode of the empirical
distributions.

To conclude, the suggested methodology shows that it is
possible to compare the predictive capacity of language mod-
els without requiring an evaluation on a particular task. We
proposed an effective methodology in order to estimate distri-
butions of ranks without making assumptions on the nature of
the models subjected to evaluation.
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